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Abstract—Federated learning (FL) is an emerging technique
aiming at improving communication efficiency in distributed
networks, where many clients often request to transmit their
calculated parameters to an FL server simultaneously. However,
in wireless networks, the above mechanism may lead to prolonged
transmission time due to unreliable wireless transmission and
limited bandwidth. This paper proposes a communication scheme
to minimize the uplink transmission time for FL in wireless
networks. The proposed approach consists of two major elements,
namely a modified Ring All-reduce (MRAR) architecture that
integrates D2D wireless communications to facilitate the commu-
nication process in FL, and applies an Ant Colony Optimization-
based algorithm to identify the optimal composition of the MRAR
architecture. Numerical results show that our proposed approach
is robust and can significantly reduce the transmission time
compared to the conventional star topology. Notably, the reduction
in uplink transmission time compared to baseline policies can be
substantial in scenarios applicable to large-scale FL, where client
devices are densely distributed.

Index Terms—Federated learning, D2D wireless networks, Ring
All-reduce, Communication efficiency, Ant Colony Optimization.

I. INTRODUCTION

Thanks to the rapid growth in the number and popularity of
user devices (UDs) capable of collecting and processing data,
artificial intelligence (AI) techniques are more commonly ap-
plied in many aspects of daily life. Federated learning (FL) [1]
is a class of distributed machine learning techniques that keeps
all actual training data on local UDs while only exchanging
specific model parameters with each other. By decoupling the
training process to local UDs, FL enables collaborative learning
of AI models without storing data in the server. As a result, the
privacy of UDs is better preserved than traditional centralized
mechanisms [2]. This advantage in turns motivates more users
to participate in FL and leads to a more accurate global model.

A base station (BS) can function as an FL server in wireless
networks, while the UDs are considered clients. One obstacle
to the wider application of FL in wireless networks is that it re-
quires multiple rounds of model parameters exchange between
the FL server and clients until the FL process converges to
an accurate global model [1]. In every training round, the BS
updates the global model by aggregating the local parameters
sent by UDs generated from their respective local models.
Then, the BS broadcasts the updated global model to the

UDs [3]. Most UDs participating in the training round will
transmit within a short timeframe for synchronization purposes.
This leads to a substantial strain on the uplink, especially in
urban scenarios where a single BS serves high volumes of
UDs for the FL process. As a result, the uplink transmission
latency would increase linearly with the volumes of UDs and
become unacceptable, and the overall FL performance would
be negatively impacted.

There are two straightforward directions to alleviate this
problem in existing studies. One direction, referred as gradient
compression, aims to reduce the data size of transmitted pa-
rameters to improve communication efficiency [4], [5]. Another
direction is to reduce the frequency of communication by
restricting the number of training rounds such that fewer com-
munications between the BS and UDs would be required [6],
[7]. However, the nature of both approaches is to trade a certain
level of training performance for communication efficiency.
They do not tackle one fundamental problem, that is, the overall
transmission latency increases linearly with the density of UDs.

It has been investigated in more recent studies that D2D
communications can be an attractive alternative to improve the
communication efficiency for FL in wireless networks, as it can
effectively avoid the communication bottleneck problem when
compared to the traditional server-client (star) topology. Most
approaches aiming at maximizing the efficiency of wireless
D2D communications involve optimal resource allocation or
power control [8], [9]. One study that focused on the training
algorithm is [10], which proposed to implement the decen-
tralized stochastic gradient descent (DSGD) in an FL D2D
wireless network. However, DSGD generally requires more
communication rounds to achieve the same level of training
accuracy as in conventional centralized implementations such as
FedSGD, FedAvg [11] and FedProx [12], due to its distributed
nature.

We provide a different perspective in this paper, by focusing
on the problem: How to achieve higher communication
efficiency without sacrificing training performance, under
a centralized FL framework? We solve the problem from the
perspective of networking. Specifically, we propose to perform
the parameter aggregation process in FL on the modified ring
All-reduce (MRAR), a semi-centralized architecture based on a
ring communication topology. Motivated by the fact that a high979-8-3503-1090-0/23/$31.00 © 2023 IEEE

2820GL
O

BE
CO

M
 2

02
3 

- 2
02

3 
IE

EE
 G

lo
ba

l C
om

m
un

ic
at

io
ns

 C
on

fe
re

nc
e 

| 
97

9-
8-

35
03

-1
09

0-
0/

23
/$

31
.0

0 
©

20
23

 IE
EE

 |
 D

O
I: 

10
.1

10
9/

GL
O

BE
CO

M
54

14
0.

20
23

.1
04

37
40

7

Authorized licensed use limited to: University of Texas at Arlington. Downloaded on July 16,2024 at 19:41:29 UTC from IEEE Xplore.  Restrictions apply. 



density of UDs implies a short distance between neighbouring
UDs, we construct the ring topology, which connects neighbour-
ing UDs, to reduce the distance fading and thus increase the
average transmission rate. Moreover, the ring topology ensures
fairness for UDs as no single UD is required to contribute more
computational resources for parameter aggregation.

Unlike the approach in [10], our proposal does not alter FL
algorithms and thus does not incur extra communication rounds
to converge. Instead, we focus on the parameter aggregation
process in each communication round to minimize the uplink
transmission time, by identifying the most efficient ring topol-
ogy for aggregating the parameters.

Another benefit of our MRAR-based approach is enhanced
resilience against link failures. In case of link failures, only a
small amount of additional data is required for re-transmission
to maintain aggregation accuracy under the MRAR implementa-
tion. This preserves the advantage in communication efficiency
of MRAR over the star topology.

Our main contributions are summarized as follows,
• We incorporate the MRAR architecture for parameter ag-

gregation to address a potential bottleneck problem caused
by simultaneous transmissions that may hinder the large-
scale application of FL in orthogonal frequency division
multiple access (OFDMA) wireless networks. We analyti-
cally prove that, the expected uplink transmission time by
our proposed MRAR approach increases sublinearly with
the density of UDs. This is a significant improvement over
the conventional star topology with a linear increasing rate.

• We propose an Ant Colony Optimization (ACO)-based
algorithm to overcome the computational complexity in
identifying the optimal composition of the MRAR, which
in turns gives the shortest transmission time amongst all
possible ring topologies.

• We demonstrate by simulation results that our proposed
method significantly outperforms existing communication
schemes in terms of transmission efficiency and robust-
ness. Particularly, in scenarios where the UDs are densely
distributed, the reduction in transmission time can substan-
tial. Also, within the MRAR framework, the ACO-based
algorithm achieves further reduction in transmission time
over the greedy algorithm.

II. PRELIMINARIES AND SYSTEM MODEL

A. Parameter aggregation in FL
We consider that a set of V = {1, . . . ,K} of K UDs are par-

ticipating in an FL training round. In centralized FL implemen-
tations such as FedSGD, FedAvg, FedProx, and SCAFFOLD
[13], UDs do not share their own data, but only exchange trained
parameters with each other. At the end of each training round,
UDs take the aggregated parameters from the global model as
the initial parameters in the next round.

The following equation represents a common form of final
aggregation and update of global parameters,

wglobal =
∑
k∈V

|Dk|
|D|

wk, (1)

where |Dk| is the size of locally trained data at UD k, |D| is the
total size of trained data from all UDs, wglobal is the aggregated
parameters or soft labels, and wk is locally trained parameters
or soft labels at UD k.

We consider the uplink of an OFDMA wireless network.
When FL is implemented in such networks with a traditional
star topology, UDs synchronously send their local model to the
BS at the end of each training round. The BS then updates the
global model as in (1) before broadcasting the updated model
to UDs. The UDs initialize their local model with the global
model at the beginning of the next round.

B. The Modified Ring All-reduce scheme

We now introduce the MRAR scheme and show how it
implements the aggregation task in FL in a different way. In
MRAR, UDs form a logical ring where each UD has two
neighbors. A UD will only send data to the “next” neighbor
in the clockwise direction and receive data from the “last”
neighbor in the counter-clockwise direction.

Two key steps to implement the MRAR are Scatter-reduce
and Modified All-gather. Assume that K UDs participate in the
current training round, each UD will equally divide its weighted
local model parameter (i.e. wk in (1)) into K chunks, that is,

|Dk|
|D|

wk =
(

c(1)k ⊕ c(2)k ⊕ ...⊕ c(K)
k

)
, (2)

where ⊕ is the concatenation operation and c( j)
k = |Dk|

|D| w( j)
k

represents the j-th chunk for UD k.
If we label an arbitrary UD as UD 1, and number the other

UDs in ascending order according to the transmission direction,
then the two steps described as follows,

• Scatter-reduce: Scatter-reduce consists of N − 1 rounds.
In the n-th round of the Scatter-reduce, UD k sends the
(k − n+ 1)%K-th chunk of its accumulated local model
with the chunk index to its next neighbor, and receives its
last neighbor’s (k − n)%K-th chunk. Here, % represents
the modular operator. UD k then accumulates the received
chunk according to the chunk index to obtain

k∑
j=k−n

c((k−n)%K)
j%K︸                ︷︷                ︸

To be sent in the next round

=

k−1∑
j=k−n

c((k−n)%K)
j%K︸                ︷︷                ︸

The received chunk

+c((k−n)%K)
k (3)

• Modified All-gather: The original All-gather step in Ring
All-Reduce [14] is still implemented with the ring topol-
ogy. However, we can identify that it makes the whole
aggregation process vulnerable to D2D failures, and even
a single D2D link failure leads to an unexpected result of
aggregation.
We propose a modified All-gather to overcome this draw-
back. The modified All-gather is performed for only one
round, where UD k ∈ V sends the (k−1)%K-th chunk to

2
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Fig. 1: An illustration of MRAR implementation with 3 UDs.

Fig. 2: An illustration of MRAR implementation with 3 UDs with a single-link failure

the BS, which then aggregates the global model by splicing
all data chunks together. That is,

wglobal = (

K∑
k=1

c(1)k ⊕
K∑

k=1

c(2)k ⊕ ...⊕
K∑

k=1

c(K)
k ). (4)

If the link of UD k to UD k+1 is down at the nth round,
UD k also sends the (k− n)%K-th chunk to the BS, for
recovering lost information due to previous link failure(s).

By the end of the process, the BS broadcasts the global
model to UDs for subsequent training rounds. Fig. 1 and
2 illustrate examples of the MRAR implementation with 3
participating UDs with a single link failure. In particular, Fig. 2
also demonstrates that, at most one additional chunk is required
to be transmitted for a single link failure to obtain the same
aggregation result at the BS. In this case, the additional chunk
is c(1)1 .

C. Communication model

For uplink OFDMA systems, it is reasonable to consider
the Signal-to-Noise Ratio (SNR) to measure the quality of
transmissions. Consider a transmission from UD i to UD j (we
consider the BS as a special UD with index 0 hereafter), the
uplink SNR is SNRi, j = (|hi, j|d−α

i, j pi) where α is the path loss
exponent, hi, j ∼ C N (0,1) denotes the small-scall fading, di, j
is the distance between transmitter i and receiver j, pi is the
transmission power of UD i, and N0 represents the noise power.
Then, the data rate Ri, j of transmitter i to receiver j can be
represent by Ri, j = Bi log(1+SNRi, j), where Bi is the allocated
bandwidth for UD i.

In terms of OFDMA, if we consider a worst-case scenario
where all UDs request to transmit simultaneously, the allocated
bandwidth should be constrained by

∑
i∈V Bi ⩽ B, where B is

the total bandwidth allocated for FL.

D. Analysis of transmission time

Recall the procedure of the traditional federated learning
scheme, the aggregation (i.e., (1)) can only be performed by
the BS after all UDs have finished transmissions. The uplink
transmission time of each round is then

Tstar =
M

mini∈V Ri,0
, (5)

where M is the model size.
In MRAR scheme, each UD will transmit N − 1 chunks in

the scatter-reduce and 1 chunk in the modified all-gather. Since
each chunk contains 1/N of model parameters, the transmission
time of each round is

TMRAR =
(N −1)M

N mini∈V Ri,r(i)︸                ︷︷                ︸
TSR

+max
i∈V

(Ii +1)M
NRi,0︸                ︷︷                ︸

TAG

, (6)

where r(i) represents the index of the next neighbour of UD i
in the ring. Ii is the number of additional trunks transmitted
to guarantee the aggregation accuracy, which is equal to the
number of link failures between UD i and r(i) that occurred in
scatter-reduce in the same training round. The two terms in (6),
TSR and TAG, refer to the transmission time in the scatter-reduce
and all-gather steps, respectively.

Next, we show that the expected transmission time under
the traditional star topology is approximately linearly correlated
with the density of UDs participating in FL in the area, given
that the distribution of UDs follows a spatial Poisson Point
Process (PPP). To analyze the nature of a communication
topology, it may be assumed that hi, j = h0 for all transmission
pair (i, j). In FL, the transmission time of each round is
determined by the slowest transmission. Therefore, we may
optimally allocate the bandwidth to balance the transmission
rate of all connections and thus minimize the transmission time.

3
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If the UDs are distributed in a circle with radius R, with the
BS at the centre, and the minimum distance between UD and
BS is set to 1, the expectation of transmission time is

ET ∗
star =

M
B
E

[∑
k

1
log(1+SNRk,0)

]

=
M
B

∞∑
n=1

n[λπR2]ne−λπR2

n!
E

[
1

log(1+SNRk,0)

]
=

λπRM
B

2
R2

∫ R

x=0

xdx
log(1+ |h0|px−α)

,

(7)

where λ is the intensity of PPP, p is the transmission power of
each UD. It can be inferred from (7) that the lower bound of
ET ∗

star also increases linearly with λ .
We now show that the expected transmission time in MRAR

increases sublinearly with λ . First, the transmission time in
scatter-reduce through the optimal ring is bounded above by that
through a greedy ring, which is constructed by the following
procedures:

1) Add an arbitrarily selected UD to an empty chain.
2) Among UDs not yet in the chain, select the one with the

shortest distance (and thus the highest SNR) with the last
added UD. Add the selected UD to the chain. Repeat until
all UDs are added.

3) Connect the last UD to the first UD to form a ring.

We derive the expected transmission time for the greedy ring,
which is the upper bound for scatter-reduce as,

ET ∗
SR <

M
B
E

[∑
k

1
log(1+SNRk,r(k))

+
1

log(1+ |h0|p(2R)−α)

]

=
M
B
E

[∑
k

1
log(1+SNRk,r(k))

]
︸                                ︷︷                                ︸

C

+
M

B log(1+ |h0|p(2R)−α)︸                           ︷︷                           ︸
b

,

(8)
where log(1+ p(2R)−α/N0)

−1 represents the maximum trans-
mission time of the link formed by step 3) in the greedy ring as
2R is the maximum distance between two arbitrary UDs. For
(8), we further analyze the upper bound of C as b is a constant.
Since the nodes generated by PPP are independent, C can be
transformed to

C = E

[∑
k

∫ R

0
P′

k(x)
Mdx

log(1+ |h0|p(2R)−α)

]
, (9)

where Pk(x) is the probability that both UD k and r(k) are
within a circle of radius R, and the distance between them is
less than x. By the nature of PPP, we obtain

C <

∞∑
n=1

[λπR2]ne−λπR2

n!
E

[
n∑

k=1

e−λπx2
Mdx

log(1+ |h0|px−α)

]

=

∞∑
n=2

n[λπR2]ne−λπR2

n!

∫ R

0

e−λπx2
dx

log(1+ |h0|px−α)

= λπR2
∫ R

0

e−λπx2
dx

log(1+ |h0|px−α)
.

(10)

Therefore, the expected transmission time for scatter-reduce
sublinearly increases with λ . For all-reduce, the analysis follows
similarly from that for the star topology, that is

ET ∗
AG =

(E
∑

k Ik +1)M
B

∫ R

x=0

xdx
log(1+ |h0|px−α)

. (11)

In D2D-enabled wireless FL, link failures are rather in-
frequent as the data size per transmission is relatively small
(only parameters), and the SNR is generally high due to
shorter transmission distances. Therefore, E

∑
k Ik is close to

0, and ET ∗
AG will remain approximately constant as λ changes.

Combining (10) and (11), we conclude that the expected total
transmission time of MRAR increases sublinearly with λ .

III. OPTIMAL FORMATION OF THE MRAR ARCHITECTURE

In this section, we demonstrate the algorithm to identify the
best ring to minimize the total transmission time, i.e. to find
the next neighbor r(k) for each UD k such that

min T ∗
SR

s.t. r(i) , r( j), i, j ∈ V , i , j

r(n)(k) = k, k ∈ V .

(12)

Since (12) has the same constraints as the Travelling Sales-
man Problem (TSP) and is also NP-hard, we apply the ACO,
which is an efficient and the most commonly used method for
solving the TSP [15], to solve this problem. The completed
ACO algorithm is presented as Algorithm 1, while the key steps
of the algorithm are summarized as follows,

1) Initialize a ants on each UD.
2) Each ant starts travelling from the current UD and con-

structs a ring by repeatedly applying the state transition
rule,

Pi, j =
hβ

i, jR
γ

i, j∑
k∈V hβ

i,kRγ

i,k

, (13)

where V contains UDs that have not been visited.
3) Each ant calculates the total transmission time corre-

sponding to the ring, and updates the pheromone by

hi, j = ρ(hi, j +△hi, j)+(1−ρ)
1

TSR∗
, (14)

where T ∗
SR is the minimum transmission time for the

scatter-reduce step of the current best ring, and △hi, j is
the sum of 1/T ∗

SR of all ants.

4
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4) Stop the algorithm if it reaches the maximum number of
iterations t, else go to step 1).

In scenarios where the physical movement of UDs is not
negligible, we may have different optimal rings in different
communication rounds. At the beginning of each round, the
BS collects the locations of UDs. Then, the BS invokes the
ACO algorithm to determine the optimal logical ring and send
it back to UDs. Such exchange of location information can
be completed almost instantly as the data involved are very
small, and thus would not have a significant impact on the
implementation of our proposed policy.

Meanwhile, it is reasonable to consider that the UDs are static
within a single communication round. The complexity of the
ACO algorithm is polynomial, or in specific, O(aN2t), which
makes the algorithm scalable for relatively large networks.
Our numerical results also show that the average period of a
single communication round is short. Therefore, the location of
UDs and channel condition for any transmission pairs can be
regarded as constant.

Algorithm 1 Ant colony optimization

Input: K: the number of UDs;
d: distance matrix;

Output: r∗ : V → V ,
i.e. the optimal connection scheme of the ring;

1: Initialize h = 1, T ∗
SR = ∞

2: repeat
3: Initialize a ants on each UD;
4: for each ant do
5: Construct a ring by repeatedly applying (13);
6: Calculate the transmission time TSR of

the current ring based on d;
7: if TSR < TSR∗ then
8: Update the best ring, r∗(·) = r(·), TSR∗ = TSR;
9: △hi, j+= 1

T ∗
SR

;

10: Update the pheromone by (14);
11: until reach the maximum iteration.

IV. EXPERIMENTAL RESULTS

A. Simulation setup

We consider a 400m×400m squared area with a single BS at
the central of the area. The positions of UDs are uniformly and
independently distributed in the area. We consider that all UDs
have the same transmission power p = 0.1W. Other relevant
network parameters are set as M = 10Mb, B = 100MHz, α = 4.

We consider two baseline policies referred to as star and
greedy, respectively. In star, we consider the previously de-
scribed traditional communication approach where all UDs only
communicate with the BS to exchange the model parameters.
In greedy, we consider a ring topology where the connection
scheme is constructed by repeatedly connecting to the closest
UD that has not been visited. We here reiterate that our
approach focuses on the communication scheme of FL in
wireless networks and does not alter the training algorithm
(e.g. FedSGD, FedAvg, FedProx, FedPAQ) itself. Therefore, we

can compare the performances of our proposed scheme and the
baselines only by the transmission time of each round. Besides,
we apply the optimal bandwidth allocation policy to every
scenario to guarantee a more fair comparison. In the previous
section, we have intuitively explained that the transmission
time will not be longer than any other bandwidth allocation
methods (e.g., all UDs are evenly allocated bandwidth) under
all schemes.

For the ACO, we set β = 2, γ = 2 and ρ = 0.8. We initialize
a = 10 ants for each UD in each iteration and perform t = 30
iterations in total.

B. Numerical results
We use T ∗

uStar as an optimistic estimation for T ∗
star in the

following results. We simulate 200 cases for each scenario
with the same number of UDs, and comparisons of averaging
transmission time per round are demonstrated in Fig. 3. We
can conclude from the results that the MRAR architecture
constructed by ACO (MRAR-ACO) outperforms other schemes
in almost all scenarios. Meanwhile, the gaps between the
transmission time of star and MRAR schemes (including greedy
and ACO) become larger as the number of UDs increases. This
is consistent with our previous analysis that, under MRAR,
the total transmission time increases sublinearly with the UD
density, which is superior to the linear increase in star.
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Fig. 3: The average total communication time in each round
obtained by different communication schemes.
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Fig. 4: Relationship between the average total communication
and D2D link failure probability.

To demonstrate that our proposed MRAR is robust to link
failures, we fix K = 50 and adjust the link failure probability.

5
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We simulate 50 cases for each data point in Fig. 4. While
the average transmission time per round by MRAR increases
linearly with the failure probability, it is still significantly less
than Star in all cases. This shows that our approach is resilient
to D2D link failures and is still applicable to situations where
D2D communication is relatively unstable.

In addition, we compare the performance between MRAR
and DSGD, an existing approach we mentioned earlier that
aggregates locally trained parameters in a different decentral-
ized manner [10]. The simulation results shown in Fig. 5 are
based on a trained CNN model by MNIST with 1,181,792
parameters. In DSGD, each UD broadcasts its local model
to other UDs within a preset distance D, of which the value
would affect the communication efficiency. For more intuitive
comparisons, we present the training accuracy versus total
communication time of DSGD with different values of D,
together with FedAvg implemented by our proposed MRAR
formed by ACO (FedAvg-MRAR-ACO), and FedAvg under the
traditional star topology (FedAvg-Star).

0 10 20 30 40 50
Total uplink transmission time (s)

20

40

60

80

100

Ac
cu

ra
cy

 o
f C

N
N

 (%
)

FedAvg-Star
FedAvg-MRAR-ACO
DSGD (D=80m)
DSGD (D=100m)
DSGD (D=120m)

Fig. 5: Performance comparison of different communication
schemes.

As shown in Fig. 5, a larger value of D in DSGD generally
leads to better communication efficiency, as reflected by higher
levels of final training accuracy and a faster convergence rate.
The reason is that, while a shorter preset broadcast distance
can shorten the communication time per round in DSGD, more
rounds are required until convergence as a smaller D naturally
results in a larger number of smaller local clusters. On the other
hand, while DSGD can improve communication efficiency com-
pared to FedAvg-Star under certain circumstances, our proposed
FedAvg-MRAR-ACO outperforms DSGD with all values of D.
That is, FedAvg-MRAR-ACO can achieve a very high level of
training accuracy in a relatively short period, by both effectively
reducing the communication time per round, and controlling the
number of rounds required to achieve convergence.

V. CONCLUSION

The paper investigated the communication efficiency for FL
in OFDMA wireless networks. We showed that the traditional
star communication scheme for FL was inefficient especially
when UDs were densely distributed. To overcome the problem,
we proposed the MRAR architecture for FL parameter aggre-
gation, and applied the ACO to optimize the formation of the

ring. Analytical proof and simulation results showed that our
proposed approach achieved significant improvement in both
efficiency and robustness compared with baseline policies.
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